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Abstract—Buffer overruns are abundant in many deployed 
software systems, open source or commercial, enterprise and 
embedded. They are causing an embarrassing number of 
software security issues. A system is only as secure as its weakest 
link and a buffer overrun may provide the attacker a foothold 
into the system. Static analysis has been used for decades to 
detect buffer overruns, but they still occur as static analysis is not 
perfect and prone to both false positives and false negatives. This 
paper will explain why buffer overruns are hard to detect and 
propose how we can combine static and dynamic analysis to help 
detect and resolve them. 
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I.  INTRODUCTION 
Static analysis has been a key technology in software 

developer’s toolboxes for decades. Static analysis is the 
technique of performing detailed analysis on source code 
without actually executing the software. This means that the 
technique can be applied very early in the software 
development lifecycle, before the team is even able to perform 
significant unit, integration, or system testing dynamically. 
Static analysis finds serious programming mistakes, such as 
buffer overruns, which can lead to security vulnerabilities. It 
can find these mistakes with very little effort so the use of 
static analysis is highly recommended by many practitioners, 
organizations as well as standards bodies that concern 
themselves with high quality software products in practically 
all verticals such as automotive, transportation, industrial, 
medical networking, consumer electronics, aerospace and 
defense.  

Static analysis has evolved significantly from the flexible 
linters of the early days that scanned for simple code patterns to 
today’s advanced, whole program, static analysis tools that 
explore paths through the code and perform abstract analysis of 
that code. Even these advanced tools are not perfect on 
significantly sized, real-world code bases. Static analysis tools 
suffer from false positives, warnings that the tool emits on code 
that is not defective, as well as false negatives, warnings that 
the tool does not emit on code that is actually defective.  

In this paper, we will explore buffer overruns and explore 
what makes some buffer overruns difficult to detect by static 

analysis tools. We will then explore techniques that can be 
employed to detect these buffer overruns dynamically during 
run-time. 

II. SIMPLE BUFFER OVERRUNS 
A buffer overrun in its simplest form is a read, or write of 

data after the end of an object in memory. This can happen in 
many different programming languages, but this paper will 
focus on C and C++. Objects can of course be allocated either 
statically or dynamically. A very simple buffer overrun can be 
of the form in Figure 1. 

In this case memory for an array of 10 characters is 
allocated and later the 11th index in the array is accessed. The 
result of this access is non-defined, in most implementations 
the character ‘a’ will be written to whatever memory area was 
next to this buffer, overwriting what was there before.  

These types of faults are easy to detect by static analysis 
tools, the index value is hard-coded and static analysis tools 
will easily flag this as a buffer overrun. In the real world 
though, indexes are not hard-coded and can come from a 
variety of sources: device input, user input, network input, file 
reads, random variables and the like. There are a lot of patterns 
that static analysis tools have a hard time calculating through, 
like, for example the code in Figure 2. 

char buf[10]; 
… 
buf[10] = 'a' ; 

Figure 1 -- Basic buffer overrun 

int i; 
char * s; 
s = (char *) malloc(100); 
... 
i=0; 
while (s[i] != '\0') 
   i++; 

 
 Figure 2 -- More complex buffer overrun 



In this example, it is harder for a static analysis tool to 
detect a buffer overrun. Whether or not there is an overrun here 
will depend on the value of the string pointed to by the variable  
and especially whether it is null-terminated. This variable can 
be populated anywhere in the program, can come from user, 
network or other input that the tool may not be able to track. 
Advanced static analysis tools will catch this in some cases, but 
not all. 

III. DATA TAINT 
Instead, what a static analysis tool may do, is flag a 

warning to the user indicating that a particular variable has 
been read from a suspicious source and that it has not been 
sufficiently assessed for erroneous, or suspicious values. A 
suspicious source could, for example be user input, network 
input or file input. Take the example in Figure 3. 

The last line could lead to a buffer overrun, depending on 
the user-input on the third line. Static analysis tools cannot 
predict user input, but they can flag line 4 as a data taint. This 
code will lead to problems in fielded systems. Data taint is 
further explained in the white paper ‘Protecting against Tainted 
Data in Embedded Apps with Static Analysis’1. 

IV. CONTROL FLOW 
In the previous, very simple examples, file name and line 

number would be sufficient information to understand the 
problem. In real-world code though, it is not sufficient to just 
provide file-name and line-number. As mentioned before, 
advanced static analysis tools perform whole-program analysis, 
for a specific problem they will indicate why a particular 
statement is considered a problem, but the tool will also 
provide the path of execution that it analyzed. This path is 
important for the software developer to understand the 
reasoning and come up with a fix to the problem.  

The control flow of a particular problem may include 
multiple different function calls across different compilation 
units, if statements, switch statements, for loops and the like. 
The control flow can also contain pointer dereferences, 
including function pointers. All these constructs can make 
analysis quite complex. 

V. RECALL AND PRECISION 
Static analysis tool vendors work hard at creating tools that 

can do deep analysis and find as many problems as they can. 
The goal is always to have a high recall, where recall is defined 
as the percentage of real-world problems the tool is able to 
identify. A problem that the tool is not able to identify is 
referred to as a false negative. However, the tool also needs to 
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have high precision, which is defined as the proportion of 
results that are true positives. A false positive is where the tool 
reports a warning where no problem exists. 

For safety and security-critical code recall is typically more 
important than precision. A false negative that is lurking in a 
fielded product can have disastrous impacts. Still, a tool needs 
to have sufficient precision, or developers loose trust in it. This 
means that a static analysis tool cannot flag every construct that 
it thinks may be problematic, it needs to have sufficient 
evidence that there is a case where it can be a true problem.  

Take for example the code in Figure 2. Should the tool 
issue a warning here or not if it is unable to trace the origin of 
the content of the string? 

Static analysis is focused on preventing programming 
mistakes. Buffer overruns are one type of these, but there are 
many others such as null-pointer dereferences, dead code, 
wrong type casts and the like. There are typically four 
categories of problems that static analysis tools can catch: 

1. Behavior that is undefined by the language. This is 
the category that buffer overruns fall in. 

2. API misuse. An example would be to do a send 
without opening a socket. 

3. Suspicious behavior. Dead code for example 

4. Coding standard violations.  

 Using static analysis to catch these programming mistakes 
significantly improves the quality of the code in the source 
code repository. While many senior programmers sometimes 
complain that they do not need a tool to watch over their 
shoulder, the reality is that a) everybody makes mistakes and b) 
not everybody is a senior programmer. Static analysis helps 
everybody write better code. Static analysis does not verify 
functional correctness, though. That is what functional testing 
is supposed to address. 

VI. FUNCTIONAL TESTING 
Once code is sufficiently fleshed out, it can be tested. 

Testing typically happens at different levels, from unit testing, 
where a single function or set of functions are tested, to 
integration testing where multiple components come together 
to system testing where the system is tested in its entirety. 

Testing mostly focusses on functional correctness, which 
means verifying whether an input has the desired effect. The 
effect could be an output, or a change in system state. Testing  
typically starts at the unit-test level and is driven through 
testing harnesses, either hand-written, or built through 
automation tools from vendors like VectorCast, QA Systems, 
VerifySoft, or the like. These tools not only make creating test 
harnesses easier, they also facilitate execution of the test cases 
on desktop, host or embedded targets and collecting and 
reporting of the results. 

  

int c; 
char buf[10]; 
c = getchar(); 
buf[c] = 'a'; 

Figure 3 -- Data taint 
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The challenge with functional testing is that it can easily 
overlook the state corruption caused by buffer overruns. There 
are two reasons for this: 

1) Problems may only occur in corner cases; 
2) State corruption is not detected 

 
The first problem can be dealt with by exhaustive testing. 

Functional testing needs to test not just the ‘happy path’, where 
all input is correct and expected and we are making sure the 
algorithm works. Testing also needs to try and break the 
algorithm by providing malformed input, or going outside of 
data ranges. One of the famous examples of this is the 
Heartbleed bug in OpenSSL, caused by a simple programming 
error, where malformed input could trick a server into a buffer 
overrun and share too much sensitive information. 

Testing tools help with this, as do techniques such as fuzz 
testing (fuzzing)2, which generates input values in a way that 
tries to steer an algorithm into corner cases. We will not delve 
into this deeper in this paper. 

The second problem is due to the fact that functional testing 
tools are do not directly look for state corruption. They 
generally look for the right output that corresponds to a given 
input. They may not detect even the simplest buffer overrun 
examples presented earlier unless the overwrites cause 
incorrect output or abnormal termination. This is often not the 
case with buffer overruns. 

VII. CATCHING BUFFER OVERRUNS DYNAMICALLY 
Let’s assume that we have proper unit testing that tests the 

happy path, but that also tests corner cases. As is often the case 
in code that is security and safety critical. Projects that build 
these types of products have the focus and are given the time 
and resources to make sure that their software is exhaustively 
tested. Projects drive this by making sure that they have 
complete code coverage, meaning that they have executed (and 
hence tested) every statement or condition outcome in the code 
at least once. While this is good, this is not sufficient to prove 
that there are no buffer overflows in the program, for that you 
would have to make sure to test all paths through the source 
code. 100% statement or condition coverage is no guarantee 
that you also have 100% path coverage. 

Still, we have to detect when the program writes or reads 
outside of a buffer and corrupts the state of a program. This 
typically involves special treatment of memory allocations, the 
addition of canaries around memory areas and inspection of 
memory accesses into these accesses. There are a number of 
different existing tools for this, each with their own benefits 
and disadvantages. These tools monitor memory accesses 
during execution and when they see a suspicious access they 
provide some amount of feedback in a log file, or on standard 
output. The output is generally a memory region where the 
problem happened and a short stack trace. 

Valgrind3 is an instrumentation framework for dynamic 
analysis tools. It is popular and extremely flexible and people 
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have built a number of different tools on top of it, including a 
memory error detector, which would suit our needs. However, 
the execution-time overhead that Valgrind requires is 
significant, which makes it not always feasible for use. 

AddressSanitizer (ASan)4 is another popular solution that is 
faster than Valgrind and available with Clang and GCC 
compilers. 

Both Valgrind and ASan are considered debugging tools. 
Tools that developers use when they hit problems and try to 
figure out how to resolve them. Both report on memory 
problems by giving addresses that can then be resolved through 
the debugger to point to a location in the source code. 

GrammaTech has also recently announced a product to 
detect these state corruptions, CodeSonar/X5, an addition to 
GrammaTech’s static analysis tool CodeSonar. This solution is 
different from Valgrind and ASan as it is more performant in 
both time and space dimensions compared to both Valgrind 
and ASan and can be used during the development cycle, and 
can be left into deployed systems as well. It supports different 
operating systems (including embedded operating systems like 
VxWorks) and can be made to support additional compilers. 
The technology behind GrammaTech’s CodeSonar/X is 
derived from its participation in DARPA’s Cyber Grand 
Challenge6.  

VIII. PUTTING IT ALL TOGETHER 
So far this paper has argued that static analysis is required 

and that dynamic analysis is required. Combining static and 
dynamic analysis is the next step to assist projects to build 
better software faster.  

Static analysis can be done early in the development 
lifecycle and it catches programming mistakes early in the 
process and improves the source code that ends up in the 
source control repository. 

Functional testing is always required and should exercise 
the code as much as possible, touching as many code paths as 
is realistic, as early in the software development lifecycle as 
possible. Different projects will have different requirements for 
the depth of analysis here, an internet-connected fridge will 
spend less time on low level functional testing compared to the 
auto-pilot function of an airplane, or algorithms for self-driving 
cars. 

Dynamic state corruption detection is a great asset and can 
be integrated into all layers of the testing cycle. Combined with 
proper test coverage, this provides an additional layer of fault 
detection. 

Detecting the problems is one part of the puzzle, the second 
part is to help developers understand the problems. To do this, 
GrammaTech CodeSonar can combine the output of state 
corruption tools (Valgrind, ASan and of course CodeSonar/X) 
with its static analysis results. 
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Any state corruptions are reported in the static analysis 
tool’s user interface and combined with the static analysis 
warnings. Delivers two main benefits: 

• Confirmation of existing warnings 

• Detection of false negatives 

The confirmation of existing warnings as true positives 
happens when a dynamically found warning happens on the 
same line as a similar warning that was found statically. This is 
an immediate sign to the software engineer that the problem is 
a serious one and should be high priority to fix. 

The detection of false negatives happens when a state 
corruption occurs where static analysis had not previously 
reported a problem. This will also result in a high priority 
warning report and provides not just filename and line-number, 
but reports on the execution trace as well. 

IX. EXAMPLES 
A couple of examples to demonstrate combining static and 

dynamic analysis. Figure 4 shows a traditional static buffer 
overflow warning on line 30. Intermixed in the output are two 
dynamically detected warnings on lines 21 and 30. The ‘Invalid 
Write’ warnings were detected by CodeSonar/X during run-
time. 

The warning on line 30 shows the power of combining 
static and dynamic analysis. The static warning would have 
been found first in the software development lifecycle. Once 
the developer checks in the code, this warning would have 
been flagged immediately, even before the code is executed. 
With the dynamic tests now though, this proofs that this 
problem has been hit during testing, which should increase its 
priority. 

The warning on line 21 shows that dynamic tests can find 
things that were missed statically. 

 
Figure 4 -- Static and dynamic warnings intermixed 

As a second example, we can combine static analysis on 
source code with the dynamic results from Valgrind and get 
something similar, see Figure 5. In this case not a buffer 
overrun, but an ‘abort()’ call hit during execution. 

 
Figure 5 -- Crash observed through Valgrind, reported in CodeSonar 

X. SUMMARY 
Buffer overruns can lead to exploitable vulnerabilities and 

these can be costly, cyber vulnerabilities cost a company 
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approximately $15.4 million per instance according to Forbes7.  
Any reasonable effort that we can make to reduce the amount 
of buffer overruns that make it into fielded products seems 
justified.  

Static analysis is not new, functional testing is not new, 
state corruption detection is not new, but the combination of 
the three together provides exciting new capabilities to the 
software development teams. Applying these three 
technologies requires proper investing in testing infrastructure 
and investment in proper test cases and is in no way free. 
However, combining these technologies promises to find 
difficult-to-find problems earlier and hence reduce the amount 
of fielded buffer overruns, which handsomely justifies the 
investment. 
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